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Agenda

 Part I- Intuition and Theory
— 8:35-9:15pm: Introduction
—9:15-10:00pm: Convolutional Neural Networks
— 10:00-10:40pm: Recurrent Neural Networks

* 10:40-11:00pm: Break

 Part lI- Hands on
— 11:00am-12:45pm: Hands-on exercises
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Two Most Important Deep
Learning Fields

« Convolutional Neural Networks (CNN)

— Examine high dimensional input, learn
features and classifier simultaneously

» Recurrent Neural Networks (RNN)

— Learn temporal signals, remember both short
and long sequences
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Recurrent Neural Networks

» Feed forward Artificial Neural Networks
(ANNSs) are great at classification, but are
limited at predicting future given the past.

* Need framework that determines output
based upon current and previous inputs.

* Recurrent or Recursive Neural Networks
(RNNSs) capture sequential information and
are used in speech recognition, activity
recognition, NLP, weather prediction, etc.
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Recurrent Networks

1

inpg = (Wynxe + Whnhe—1)

he = f (inpo)
yi=f(inyo) Myo = Wiyhe
Ve = f(lnyo)
inyo Where:
7 * f is some activation function
Why * Xt hy, hy_q and y, are current input,
hidden, previous %idden and
he=f(inno) current output values
W [ . * Wy, Wy and Wy, are the weight
> inpo matrices for input, hidden and
vy output stages respectively
Win * inpo and in,, are the inputs to
activation function in hidden and
Xt output layers
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Recurrent Networks

Both figures represent the same architecture

T Yt T Y1 T Y2

ye=f(inyo) Output ye=f(inyo) ye=f(inyo) ye=f(inyo)
inya Iayer inya inyo inyo
A A 7 7
hd w, W, 1_h Wiy, [ D Wi, [ Dee2
h,=f(in,,o) Hidden h,=f(in,,o) ht=f(inho) h,=f(in,,.;)
4 W,
hhol ino layer _Vhny ko W inno W inno
7} hes A hh A hh A
Xt | Wyn Win| X Wil X1 Wil Xes2
Xt InpUt Xt Xt+1 Xt+2
layer
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Forward Propagation of Recurrent

Networks
Yt Yit+1 Y2 Yi+3

OUtpUt inyO inyl inyz inyg
layer

Why T hy Why T hy+1 Why I he Why T hts3
. . . ht . ht+ . he+2 .
Hidden 0’s iNho inpy inpz iNps
layer Whh Whn Whn Whh

Win Xt Win Xt+1 Win Xt+2 Wxn Xt+3
Input t t+1 t+2 t+3
layer

Note: regardless of how many time steps taken, only learning a
single Wy, Whs, and W, Each are learned via standard back
propagation. R. Ptucha ‘20 10
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Recurrent Networks

Recurrent Neural Network “neuron”
P(next event | previous events)

« Unfortunately, these
vanilla RNNs don’t
always work.

+ Can'’t store info over
long periods of time.

+ Suffer from vanishing
and/or exploding
gradients.
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Recurrent Networks

Recurrent Neural Network “neuron” Long Short Term Memory “neuron”

Donahue et al., 2015

+ LSTM’s allow read/write/reset functions to neurons.
* Remember past to predict the future- (over long time periods).
» Can have many hidden neurons per layer and many layers.

R. Ptucha 20 12
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Recurrent Applications

Vs bgud  Vieusl Fastues
g o

"straw” “hat”" END

START “straw” “hat”

Karpathy, Fei-Fei, 2015 Donahue, et al., 2015
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Recurrent Applications
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http://karpathy.github.io/2015/05/21/rn-effectiveness/
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Vanilla Recurrent Neural Network

he|= | fw|(Pe—1hfzs)

new state old state input vector at
some time step

some function
Yy with parameters W

h’t — tanh(Whhhg 1 + WIh(Et)
Yt = Whyht

Ptucha Rr. ptucha ‘20 16 16

16

Toy Example

« Character level language model
» Vocabulary: [h,e,l,0]

y
. H [13 L
* Input training example “hello
Embedding layer: For words, can use one-hot encoding,
word2vec, glove, or solve via backprop
1 0 [0 [0
Input layer 3 ; s ‘ ? X
0 0 | 0 | 0
input chars:  *h" ‘e" " r
http://karpathy.github.io/2015/05/21/rnn-effectiveness/
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Toy Example

hy = tanh(Whphi—1 + th:rg)‘

03 1.0 01 |w nnl 03
hidden layer | .01 |- ~ 03 -~ 05 - 09
0.9 0.1 03 0.7
) . ‘
T W_xh
] [l [ o
Input layer g 3 ? 2
0 0 0 0
input chars:  *h" ‘e" ) 1

http://karpathy.github.io/2015/05/21/rnn-effectiveness/
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Toy Example

target chars: e’

1

1.0 0.5 0.1 0.2
2.2 03 05 -15
outputlayer |30 4.0 19 01
4.1 12 1.1 2.2
. . 4 4
‘ W_hy
03 1.0 01 |w nn 03
hidden layer |.04 —= 03 -~ 05— 09
0.9 0.1 0.3 0.7
1] . .
T W_xh
3 Ron 0 0
Input layer g (1) 2 (1)
0 0 0 0
input chars: -h- -e- -l- .'-

W = Why hy

RNN P

Example RNN with 4-dimensional input and output layers, and a hidden layer of 3 units
(neurons). Shown are the activations in the forward pass when the RNN is fed the characters
"hell" as input. The output layer contains confidences the RNN assigns for the next character

(vocabulary is "h,e,l,0"); want the green numbers to be high and red numbers to be low
http://karpathy.github.io/2015/05/21/rnn-effectiveness/
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Vanishing gradient problem

* If the product of weights and derivatives of the activation
function is less than 1 the gradients vanish rapidly with the
time, else they explode.

* The longer the time lag the greater the chance of gradients
exploding or vanishing.

* However weights tend to be initialized with a mean value of
0 and standard deviation of 1.

» Derivatives of common activation functions like sigmoid and
tanh also tend to have a value less than or equal to 1 in

most cases.
* Hence vanishing gradient problem is observed more
commonly.
R. Ptucha ‘20 23
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Recurrent Networks for Character

Err=GT-Pred Training

GT A P ‘D’ i ‘e '<EOS>’

Pred ‘Py ‘P ‘Ps’ ‘P4 ‘Ps’ ‘Pe’
For this to
work, we need
to represent
characters as
some latent

her —> — —> vector
numerical
representation.

<start> ‘A ‘p' ‘p’ i) ‘e’
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Recurrent Networks for Character
Predicfion
‘A io) ‘P’ r ‘e’ ‘<EOS>’
For this to
work, we need
to represent
characters as
some latent
he1 —> 1 1 vector
numerical
representation.
<start> A ‘P’ ‘P’ r ‘e’
R. Ptucha ‘20 25
25
LSTMs
Lo T T T T = .
/ \
| Output :
1 Gate |
: I
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1 A </
> > h
: % ¢ X I t
X1 Input Node Memory !
1 Cell |
he.q Forget Gate 7> Ct
1
1
1
Ct1 S //
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LSTMs

Convert standard neuron into a complex memory cell

With o()=sigmoid activation function and

#()=tanh activation function, x; and the
previous cell output hy.; calculate:
Write,_read. reset governors:

he Input gate: iy = o(Wyixy + Wyihi—q)

Output gate: o = a(Wyoxt + Whohe—1)

Forget gate: fr = o(Wypxe + Whrhe—q)

Real input to memory cell:
Input node:  gr = ¢ Wyexy + Whehi—y)

Looks just like our RNN cell!
Calculate a memory cell which is the summation of the previous memory

cell, governed by the forget gate and the input and previous output
governed by independent combinations of the same:

ct = (fece-1 + itge)
Calculate a new hidden state, governed by the output gate:
he = ocp(cr)
R. Ptucha ‘20 27
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The input node summarizes the input and past
output, which will be governed by the input gate.

With o()=sigmoid activation function
and ¢()=tanh activation function, x;
and the previous cell output hy.¢
calculate:

he Input gate: iy = a(Wyxe + Wrihe_q)

Output gate: oy = o(Wyoxt + Wiohe—1)

Forget gate: fr = o(Warxe + Whphe—1)

Input node: gr = ¢ Wycxe + Whche_q)

Calculate a memory cell which is the summation of the previous memory
cell, governed by the forget gate and the input and previous output
governed by independent combinations of the ?ame: .

¢t = (feCt—1 + 1tGe)
Calculate a new hidden state, governed by the output gate:

he = o¢p(c)
R. Ptucha ‘20 28
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Write: The input gate gives the provision to determine
importance of current input and past hidden state.

With of)=sigmoid activation function
and ¢()=tanh activation function, x; and
the previous cell output h;.s calculate:

he Input gate: iy = a(Wyixe + Wyihe—q)

Output gate: o = a(Wyoxt + Whohe—1)

Forget gate: fr = o(Wypxe + Whrhe—q)

Modulation gate: gr = ¢ Wyexe + Wpche—)

Calculate a memory cell which is the summation of the previous memory
cell, governed by the forget gate and the input and previous output
governed by independent combinations of the same:

ct = (feCe-1 + itge)
Calculate a new hidden state, governed by the output gate:
he = ocp(cr)
R. Ptucha ‘20 29
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Read: The output gate determines what parts of the
cell output are necessary for the next time step.

With o()=sigmoid activation function
and ¢()=tanh activation function, x; and
the previous cell output h.; calculate:

he Input gate: iy = a(Wyxe + Wrihe_q)

Output gate: o = a(Wyoxt + Whohe—1)

Forget gate: fr = o(Warxe + Whphe—1)

Modulation gate: gr = ¢ (Wycxe + Wiche_q)

Calculate a memory cell which is the summation of the previous memory
cell, governed by the forget gate and the input and previous output
governed by independent combinations of the ?ame: .

¢t = (feCt—1 + 1tGt)
Calculate a new hidden state, governed by the output gate:

he = o¢p(c)
R. Ptucha ‘20 30
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Reset: The forget gate gives the provision for the
hidden layer to discard or forget the historical data

With of)=sigmoid activation function
and ¢()=tanh activation function, x; and
the previous cell output h;.s calculate:

Input gate: iy = o(Wyixy + Wyihi—q)

Output gate: o = a(Wyoxt + Whohe—1)

Forget gate: fr = o(Wypxe + Wiphe—1)

Modulation gate: gr = ¢ Wyexe + Wpche—)

Calculate a memory cell which is the summation of the previous memory
cell, governed by the forget gate and the input and previous output
governed by independent combinations of the ?ame: .

ct = (fece-1 + itge)

Calculate a new hidden state, governed by the output gate:

he = ot (cy)
R. Ptucha 20 31
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Using LSTMs

« The LSTM memory cells are analogous to
a single neuron.

« As such many hundreds of these memory
cells are used in a layer, each of which
passes its output h; to the next time step,
ht+1.

R. Ptucha ‘20 32
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Same architecture as RNNs, but middle
neurons are now LSTM memory cells

Yt Yt Yi+2 Yt+3
[ ey [
Output inyo iny1 iny2 inys
layer - Iz I I
h; his1 | he2 | his3
ht ht+1 ht+2
Hidden . . . .
layer Nho Nh1 Nh2 Nh3
Xt Xt+1 Xt+2 Xt+3
T — T T
Input layer
t t+1 t+2 t+3
R. Ptucha ‘20 33
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Yt Ytr1 Yi+2 Yt+3
S [ [ ey
Output inyo iny1 iny, iny3
layer |- Iz I3 |
! Nt | hes1 | hes2 | hi.3
h: hua hiia
Hidden . . . .
layer 2 Nho 1Nh1 1Nh2 1Nh3
! ht hisa | he2 | hts3
ht ht+1 ht+2
Hidden . . . .
layer 1 Nho Nh1 1Nh2 1Nh3
!xt Xt+1 | Xt+2 Xt+3
Input layer
t t+1 t+2 t+3
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Learning Shakespeare

LSTMs can learn structure and style in the
data

Karparthy downloaded all the works of
Shakespeare and concatenated them into

a single (4.4MB) file.

Train a 3-layer LSTM with 512 hidden
nodes on each layer.

After we train the network for a few hours
Karpathy obtained samples such as:

R. Ptucha ‘20 35
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PARDARUS :

Alas, I think he shall be come approached and the day
When little srain would be attain'd into being never fed,
And who is but a chain and subjects of his death,

I should not sleep,

Second Senator:
They are away this miseries, produced upon my soul,
Breaking and strongly should be buried, when I perish

The earth and thoughts of many states,

DUKE VINCENTIO:

Well, your wit is in the care of side and that.

Second Lord:
They would be ruled after this chamber, and
my fair nues begun out of the fact, to be conveyed,

Whose noble souls I°11 have the heart of the wars.

Clown:

Come, sir, I will make did behold your worship.

http://karpathy.github.io/2015/05/21/rnn-effectiveness/
R. Ptucha ‘20 36
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Learning LaTeX

» The results above suggest that the model is
actually quite good at learning complex syntactic
structures.

« Karpathy and Johnston downloaded the raw Latex
source file (a 16MB file) of a book on algebraic
stacks/geometry and trained a multilayer LSTM.

* Amazingly, the resulting sampled
LaTex almost compiled.

* They had to step in and fix a few issues manually
but then they get plausible looking math:

R. Ptucha 20 37
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m X!
-t
I
L | {
http://karpathy.github.io/2015/05/21/rnn-effectiveness/
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The evolution of samples while training
http://karpathy.github.io/2015/05/21/rnn-effectiveness/

+ Let's examine how sampled text evolves while the
LSTM model trains.

» For example, Karpathy trained an LSTM of Leo
Tolstoy's War and Peace and then generated
samples every 100 iterations of training.

+ Atiteration 100 the model samples random jumbles:

tyntd-iafhatawiaoibrdemot lytdws e ,tfti, astai f ogoh eocase rrranbyne ‘nhthnee ¢

plia tklrgd t o idoe ns,smtt h ne etie h,hregtrs nigtike,acaenns Ing

* The model is starting to get an idea about words
separated by spaces- except sometimes it inserts
two spaces. It also doesn't know that comma is
almost always followed by a space.

R. Ptucha ‘20 39
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The evolution of samples while training
http://karpathy.github.io/2015/05/21/rmn-effectiveness/

« At 300 iterations we see that the model starts to
get an idea about quotes and periods:

"Tmont thithey"™ fomesscerliund
Keushey. Thom here
sheulke, anmerenith ol sivh I lalterthend Bleipile shuwy fil on aseterlome

coaniogennc Phe lism thond hon at. MeiDimorotion in ther thize."

» The words are now also separated with spaces
and the model starts to get the idea about
periods at the end of a sentence.

+ At iteration 500:

we counter. He stutn co des. His stanted out one ofler that concossions and was

to gearang reay Jotrets and with fre colt otf paitt thin wall. Which das stimn

R. Ptucha ‘20 40
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The evolution of samples while training
http://karpathy.github.io/2015/05/21/rnn-effectiveness/

* The model has now learned to spell the shortest
and most common words such as "we", "He", "His",
"Which", "and", etc. At iteration 700 we're starting to
see more and more English-like text emerge:

Aftair fall unsuch that the hall for Prince Velzonski's that me of
her hearly, and behs to so arwage fiving were to it beloge, pavu say falling misfort

how, and Gogition is so overelical and ofter,

 Atiteration 1200 we're now seeing use of
guotations and question/exclamation marks.
Longer words have now been learned as well:

“Kite vouch!"™ he repeated by her

door. "But I would be done and quarts, feeling, then, son is people....”

R. Ptucha ‘20 41
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The evolution of samples while training
http://karpathy.github.io/2015/05/21/rmn-effectiveness/

* Properly spelled words, quotations, names, and
S0 on occur by about iteration 2000:

"Why do what that day,” replied Natasha, and wishing to himself the fact the
princess, Princess Mary was easier, fed in had oftened him.

Pierre aking his soul came to the packs and drove up his father-in-law women.

* The model first discovers the general word-
space structure and then rapidly starts to learn
the words; First starting with the short words and
then eventually the longer ones. Topics and
themes that span multiple words (and in general
longer-term dependencies) start to emerge only
much later. R. Ptucha ‘20 42
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Recurrent Networks for Character

Prediction
e

For this to
work, we need
to represent
characters as

some latent
b —> T 1T vector
numerical
representation.
R. Ptucha ‘20 43
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Recurrent Networks for Word

/\ Predicfion
‘Dee/p’\ ‘learning is’ ‘really’ ‘COQ ‘<EOS>’

For this to
work, we need
to represent
words as some
latent vector

hl‘—1 — Y I ——

numerical
representation.
R. Ptucha ‘20 44
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Word2vec

* In the simplest form, we can start with a one-hot
encoded vector of all words, and then learn a
model which converts to a lower dimensional
representation.

* Word2vec, glove, and skip-gram are popular
metrics which encode words to a latent vector
representation (~300 dimensions).

* Now we have a way to represent images,
characters, and words as vectors.

R. Ptucha ‘20 45
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Sent2vec

* In the English to French translation, we have:

French sentence
C 13— 1= = 1— 1 1+ ]
English sentence Sutskever et al., NIPS ‘14
...but wait, this point in the RNN is a representation

(sent2vec) of all the words in the English sentence!

+ Now we have a way to represent images, characters,
words, and sentences as vectors...can extend to
paragraphs and documents...

R. Ptucha 20 46
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Image Captioning

RNN takes in a latent representation of an
image, and generates a sequence.

“straw”

Sae]

v CNN,, W

1

CNN helps represent an
image as a humeric value.
(image2vec)

“hat” END

START “straw” “hat”

Yt
Won
’lf

Whn

Wi

Sy

R. Ptucha 20

Karpathy & Li, CVPR'15
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conv-64 + We may have 50K
e words. Instead of

one-hot encoding, we

learn an embedding

emAZ o each word. - Glove embedding (300
pos). SRR long vector/word) is
conv:236 0 very popular.
come256 « Alternately, can learn
menpoo) e = f(Whyhe) embedding- learn a
conv-512 A matrix which goes from
conv-512 (50K) one-hot to 300,
maxpool ie: I/Vix € R50K><300
conv-512 her P by = f(Wopxe + Whphe—y) | © Embedding and
conv-512 unembedding can be
maxpool T learned or inverses of
—— one another.
FC-4006 <start>
F

- R. Ptucha 20 48
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conv-64
conv-64

conv-128
conv-128

conv-256
conv-256

conv-512
conv-512

conv-512
conv-512

FC-409
FC-4096

Note: Word is
sampled from
distribution of
word
probabilities

<word1>

)

Yt = f(Whyht)

A

her 2 he = f(Wypxe + Whpheq @

|

<start>

R. Ptucha 20

v could be
FC6, FC7,
convb, conv4,

ora
combination
of above

49

49

conv-256
conv-256

conv-512
conv-512

conv-512
conv-512

fC40%6
FC-4096

Training samples are an

image paired with word
sequence, <word1>,
<word2>, ...<wordn>,

<EOS> A

<word1>

<word2>

T

)

Yo

o

hes [ hy

A\ 4

hy

\ 4

ha

T

T

<EOS>

T

1 7

v <start>

<word,.1>

<word1> Urd2>
\J?Aucha ‘20

50
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conv-64
conv-64 Wit But, h; can be either:
maxpool 0 = f(Wynx¢ + Wpnhe—1)
= f(Wynxe + Wyphe—q + Wypv X
e fWanxe + Winhe— + Wor) = f(Wxnxe + Whrhe-1 + Wonv)
conv-128 L L L
maxpool <word1> <word2> <word3> <EOS>
co| When training
eo{ RNN, can also T T T T
m{ update weights in Yo v Vs While Wgrd .
CNN (full end-to- embedding is 300,
! end) training. 1 1 1 x € R3 the
= hidden embedding
maxpool can be anything,
conv-512 he1 P> hy > hy > hy such as 512
conv-512
maxpool
1 1 1 )
FC-4096
FC-4096

v <start> <word1> <word2> <word,.1>
: - /Ptucha ‘20 51
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Data for Captioning
* Flickr8K
— 8,000 images, from Flickr website, each with five
captions
— http://nlp.cs.illinois.edu/HockenmaierGroup/8k-
pictures.html
* Flickr30K
— 31,783 images, from Flickr website, each with five
captions
— http://shannon.cs.illinois.edu/DenotationGraph/
« MSCOCO
— 80,000 training images, each with five captions
— http://mscoco.org/
R. Ptucha ‘20 52
52
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Captioning Datasets

Amazon
mechanical
turkers do all
labeling

https://www.mturk.co
m/mturk/welcome

a man riding a bike on a dirt path through a forest.
bicyclist raises his fist as he rides on desert dirt trail.

this dirt bike rider is smiling and raising his fist in triumph.
a man riding a bicycle while pumping his fist in the air.

a mountain biker pumps his fist in celebga‘uon.

R. Ptucha ‘20 53
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MSCOCO Dataset

*A pile of wooden boxes filled with fruits and|<*A cat stands on a counter while a dog stands on the
vegetables. floor.
*An assortment of fruitin buckets for sale in a shop. |*A cat on the kitchen counter is looking down at a
*An outdoor fruit stand with various types of fruits| dog.

for sale. *A cat is looking at a dog rummage in the garbage.
*A display of crates of fruit on a city street. *A cat on the counter and a dog on the ground in the
*There are many crates with fruit and vegetables. kitchen.

*A cat stalking a dog on the kitchen floor.

R. Ptucha ‘20 54
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R. Ptucha 20

Karpathy’15

55
Video Data for Captioning
MSVD: Microsoft Video Description Dataset
MSR-VTT: Microsoft Research -Video to Text
M-VAD: Movie description dataset M-VAD

MSVD MSR-VIT M-VAD
#sentences 80.827 200,000 54,997
#sent. per video ~42 20 ~1-2
vocab. size 9.729 24.282 16,307
avg. length 10.2s 14.8s 5.8s
#lrain video 1.200 6,513 36.921
#val. video 100 497 4.651
#test video 670 2.990 4,951
R. Ptucha ‘20 56
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Venugopalan et al.,, NAACL 2015
Input Video Convolutional Net Recurrent Net Output

— LSTM = LSTM |— 4

g Sl =
£ ~w}Mi—~w{M!—~ boy
o | - y —
= S ~utslrm—°tsIMl—~ is
q) |
> g’\ . —r A
; ! = LSTM LSTM}-‘ playing
2 g | '
8 _.LSTIfMJ—'.J,:S,fMJ—‘ golf
LISTM [~ LST™ |— <€0s>
. 1 f
AlexNet 4K FC7 ~ Mean pooling | Z_Z[vi vk, -+, hoos]
over fframes f& LE2 o va0%
Pre-train on alternate caption datasets, fine tune to your dataset
R. Ptucha 20 57
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Video Captioning

v T
Eriagey) vage Comimdveg 1 ™Y

SV2T, Venugopalan, 2015
« Single LSTM for both encode and decode state.
« Two layer LSTM, 1000 hidden units each:
— First LSTM learns video concepts

— Second LSTM concentrates on language

details.
R. Ptucha ‘20 58

58
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Deep Reinforcement Learning

* Learn from
experience- reward
based system.

» Google’s DeepMind,
first learned the game
breakout, then lots of
other 80’s games such
as space invaders.

Google DeepMind
Reinforcement Learning
“Breakout”

R. Ptucha ‘20 59
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Deep Reinforcement Learning

* Go, is perhaps one of the most
complex games humans play.
There are more configurations of
the board than atoms in the
universe. Google’s DeepMind beat
Lee Sedol in ’16 (4-1), and world
champion Ke Jie '17 (3-0).

+ Used two reinforcement learning neural networks:

— The policy network recommends a handful of good
moves.

— The value network reduces depth of search to end of
game to say 20 moves.

+ Search is not based on brute force, it is more on gut feel.

* A human may play 1K games/year; a computer can play
1M games/day. R. Ptucha 20 60
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Artificial Intelligence- Economic Opportunity
(Goldman Sachs 2017 Al Report)

Agriculture $20B total addressable market
— Optimizing seed planting, fertilization, irrigation, spraying, and
harvesting; sorting fruits/vegetables; livestock health
+ Finance (US) $34-43B annual cost savings & new revenue.
— Executing trades; satellite images for economic forecasts (e.g., images
of oil inventory, retail traffic); Identifying credit risk
* Healthcare $54B annual cost savings.
— Faster drug discovery; Improved care algorithms; Decreasing
procedural costs
+ Retail $54B annual cost savings & $41B annual new revenue

— Image-based product searches; recommendation engines leveraging data on
sales, inventory, and customer preferences; Improving online search and
customer support; Predicting product demand and optimizing pricing.

« Energy $140B cumulative cost savings

— Project identification and planning by fusing geological & production data;
Improving equipment reliability and reducing redundancies; Reducing
maintenance-related downtime.
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Speech is 3x faster than typing for English

and Mandarin text entry on mobile devices
http://hci.stanford.edu/research/speech/index.html

] T

* With speech recognition, the English
input rate was 3.0x faster, and the
Mandarin Chinese input rate 2.8x
faster, than a state-of-the-art
smartphone keyboard. SR |

* With speech, the English error rate was 20.4% lower,
and Mandarin error rate 63.4% lower, than the
keyboard.

* Experiments were carried out using Baidu's Deep
Speech 2, a deep learning-based speech recognition
system, and the built-in Qwerty or Pinyin (Mandarin)
Apple iOS keyboards.

* DL can also do language translation.
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Al Assistants

* The success of Apple’s Siri has inspired a flurry of l

research into personal assistants.

* Google Home Hub, Amazon Echo Show, and Facebook
Portal were some of the hottest 2019 Christmas gifts!

* Baidu’s Al Personal Assistant, Duer, launched ’

in Sept 2015 can book restaurants, order
takeout, and even did commentary on the
Olympic basketball games!

* Microsoft’s Cortana via Bing Predicts was able to plck
the winner of USA National Football Games 65% of the
time in the 2018 season.
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Emotional Al

* Next generation Al software will ; el
not only be able to recognize =5=
humans from video (i.e. face recognltlon) and audio
(i.e. speech recognition), but will be able to recognize
human emotion.

* Cues in audio and/or video will be used to recognize
anger, confusion, happiness, surprise.

* Chatbots, Go Google, Siri and personal assistants are
developing emotional understanding.

* Devices will know when to apologize, slow down, speed
up, re-explain, rejoice with human, and exhibit more
human-like properties.
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Smart Homes = Qil'"e
y N | o o
- ( eocd ® ® o
* Sensors and devices ‘ N o -~

placed around the
house enable monitoring and
control from smart phone.

* Home security systems, solar power
generation, entertainment systems
perhaps the three biggest markets.

* Whole house Al systems interact

with occupants- voice and vision HCI
provide efficient and intuitive
interfaces.
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Smart Health Mirror WEES)
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» Computer vision techniques can | | .[i](:*—\
visually detect pulse. - Wi W 5 S
* (shiftin R vs. B at 60Hz) Wize mirror
* New techniques will be able to warn consumers of
cardiovascular diseases such as stroke and heart
disease.
* Monitor facial features for stress, anxiety
* Weight estimation
* Look at blood oxygen levels by looking at R vs IR
spectrum
* Gas sensors can analyze your breath
R. Ptucha ‘20 66
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Smart Toilet Seat

* Developed at RIT, the fully integrated ‘” ‘\
toilet seat measures patients \ &
electrocardiogram (ECG), -
t:)allis)tocardiogram (BCG), and photoplyethysmogram

PCG).

* Used to calculate heart rate, respiration, QT interval, QRS
duration, blood oxygen, pulse transit time, pulse wave
velocity, and blood pressure.

* Captured signals are automatically analyzed, uploaded
to cloud for physician analysys.

* Enables a broad range of clinically relevant and
predictive capabilities.
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For More Information: http://www.rit.edu/mil

Raymond W. Ptucha

Assistant Professor, Computer Engineering
Director, Machine Intelligence Laboratory
Rochester Institute of Technology

Email: rwpeec@rit.edu
Phone: +1 (585) 797-5561

Office: GLE (09) 3441
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