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Fair Use Agreement

This agreement covers the use of all slides in this document, please read 
carefully. 

• You may freely use these slides, if:
– You send me an email telling me the conference/venue/company name 

in advance, and which slides you wish to use.
– You receive a positive confirmation email back from me.
– My name (R. Ptucha) appears on each slide you use.

(c) Raymond Ptucha, rwpeec@rit.edu
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https://www.youtube.com/watch?v=cQ54GDm1eL0

Jordan Peele,
BuzzFeed
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Machine Learning

• Machine learning is giving 
computers the ability to analyze, generalize, 
think/reason/behave like humans.

• Machine learning is transforming medical 
research, financial markets, international security, 
and generally making humans more efficient and 
improving quality of life.

• Inspired by the mammalian brain, 
deep learning is machine learning 
on steroids- bigger, faster, better!
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“AI (Artificial Intelligence) technology is now 
poised to transform every industry, just as 
electricity did 100 years ago. Between now 
and 2030, it will create an estimated $13 
trillion of GDP growth.”

Andrew Ng
Chairman and CEO, Landing AI

https://landing.ai/ai-transformation-playbook/?utm_source=MLYList&utm_medium=ButtonLink&utm_campaign=Playbook
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Interest in Machine Learning 
Growing Faster Over Time

https://trends.google.com/trends/explore?q=machine%20learning

Interest over time for keywords “machine learning” , “deep learning”

Machine learning, cs229 is the most popular course at Stanford
Their deep learning class, cs231 went from 150 to 350 to 750 in 
2015/16/17 respectively…
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Interest by Region for Machine LearningInterest by Region for Deep Learning      

https://trends.google.com/trends/explore?date=today%205-y&q=machine%20learning,deep%20learning

We Live in a Flattened World
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https://www.technologyreview.com/s/612813/the-future-of-chinas-ai-industry-is-in-the-hands-of-just-three-companies/

Who is Investing in Chinse AI Industry?

Baidu ß à Google.  (search, information indexing)_
Tencent  ß à Facebook (social networking)
Alibaba. ß à Amazon. (e-commerce)

Jan, 2019Number of companies funded
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The point of Singularity

• The point of 
singularity is when 
computers become 
smarter than 
humans.

time
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Evolution of biology
Advancement of technology
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Question 1

• Do you think machines will ever be as 
intelligent as humans???

15
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Unleashing of Intelligence

• Machines will slowly match, then 
quickly surpass human capabilities.

• Today it is exciting/scary/fun to drive next to an 
autonomous car.

Tomorrow it may be 
considered irresponsible 
for a human to relinquish 
control from a car that has 
faster reaction times, 
doesn’t drink/text/get 
distracted/tired, and is 
communicating with 
surrounding vehicles and 
objects. https://www.designnews.com/electronics-test/bmw-will-use-innoviz-lidar-its-autonomous-vehicles/117710752958701
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• U.S. car fatality is 
about 1.16 deaths 
per 100M miles1.

• Current driverless 
technology requires 
human intervention 
every few dozen to few thousand miles.

• Investing billions of $$ to close the gap:
1. Redundancy (vision, LiDAR, RADAR)
2. Smarter decision making:

usefulness vs. safety, i.e. can be safe 
going very slow, but will take too long to 
arrive at destination!

Sample Autonomous Montage from YouTube

1 2018 IIHS statistics: https://www.iihs.org/iihs/topics/t/general-statistics/fatalityfacts/state-by-state-overview
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2017: The Year of AI: 
The Wall Street Journal, Forbes, and Fortune

NEC Face Recognition

SONY Playstation Virtual Reality

Evolutionary Reinforcement Learning
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2017: The Year of AI: 
The Wall Street Journal, Forbes, and Fortune

DeepBach

YOLO v2 Object Detection

NVIDIA Autonomous Car 
Detection & Segmentation

20
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Awesome 2018 Technology

http://research.nvidia.com/sites/default/files/pubs/2017-10_Progressive-Growing-of/karras2017gan-paper.pdf 
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Awesome 2018 Technology

NVIDIA Drive

23
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Awesome 2018 Technology

https://ai.googleblog.com/2018/05/smart-compose-using-neural-networks-to.html?m=1

Email smart compose sentence completion
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Goggle Duplex: https://www.youtube.com/watch?v=D5VN56jQMWM

Awesome 2018 Technology
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Awesome 2018 Technology

Giving Bruno Mars Dance Moves to Anyone Android Companions
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2019 and Beyond 
Closing the Gap between Man and Machine

GauGAN: https://www.youtube.com/watch?v=p5U4NgVGAwg

Tesla AutoPilot, V2: 
https://www.youtube.com/watch?v=_1MHGUC_BzQ
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We are perhaps entering the 4th
industrial revolution!

We may experience a greater improvement in quality of life 
than any prior generation!

Water/steam
Electricity/mass 

production
Electronics/
automation Cyber-physical

Late 1700s Early 1900s 1950s Early 2000s
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AI Jobs
• Already deciding who gets 

and how much credit for credit 
card companies.

• Clerical tasks can mostly be 
automated, reducing human errors.

• Insurance claims being assisted by AI agents.
• AI lawyers can memorize every case ever presented and 

one day may recommend sentencing.
• Conversation bots may take over call centers.
• In law enforcement, money laundering, fraud, and cyber 

crimes will be detected by AI bots.
• In healthcare, AI assistants aiding doctors in making 

better diagnosis. 

https://www.americanbanker.com/news/how-artificial-intelligence-is-reshaping-jobs-in-banking
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Many AI’s Automate Humans Tasks

• If a human can do it:
1. It is feasible
2. We can collect training data
3. We can get insights when 

AI fails

time
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Machine/AI
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https://www.economist.com/graphic-detail/2018/04/24/a-study-finds-nearly-half-of-jobs-are-vulnerable-to-automation

Hardest to automate:
• Soft people skills such 

as nurses, politicians, 
therapists.

• Tasks requiring 
complex articulation: 
plumbers, electricians, 
field work.

33
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https://stanfordmlgroup.github.io/projects/chexnet/

CheXNet: Radiologist-level Pneumonia 
Detection on X-Rays

• CheXNet, is a 121-layer convolutional neural 
network that inputs a chest X-ray image and 
outputs the probability of pneumonia along 
with a heatmap localizing the areas of the 
image most indicative of pneumonia.

• CheXNet was trained on the recently released 
ChestX-ray14 dataset, which contains 
112,120 frontal-view chest X-ray images 
individually labeled with up to 14 different 
thoracic diseases, including pneumonia. 

• Personal privacy biggest impediment (HIPAA 
laws)

See DeepMind’s Jan 2020 Nature article  “International 
evaluation of an AI system for breast cancer screening”, 
https://www.nature.com/articles/s41586-019-1799-6
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Shopping

• The average consumer spends about 2.5 hours/week  to go 
grocery shopping (~ 1.5 minutes/item).
– Over 15 days of wasted time per year

• In the future, armies of robots will do the shopping for you.
– Humans get tired, robots don’t!
– Humans require breaks, robots don’t!
– Humans can’t lift 25lb packages all day, robots can!
– Humans are expensive, robots are a one-time investment.

– Humans make mistakes, well robots sometimes do
– Humans can generalize, robots often can’t

http://www.businessinsider.com/amazons-robot-army-has-grown-by-50-2017-1
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Online Shopping
• Robots reduce human 

labor and result in
faster delivery time.

• Amazon purchased 
KIVA systems, now 
Amazon Robotics, to 
automate their warehouses. 

• Amazon fulfillment centers 
have ~100K robots working 
alongside ~125K humans).

KIVA robot can haul 3K lbs at 5mph
Amazon has ~50K of these
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Anticipate More 
Change

• Fleets of autonomous 
vehicles may make car 
purchases a thing of the past.

• Experiences such as going to 
a concert, sports, travel will 
be replaced by virtual reality.

• Knowledge will be the new 
money:
– Identify knowledge at the relevant time, then learn quickly
– Need to be able to convince others your skills are valuable
– Need to constantly learn throughout career

38
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Question 2

• Would you encourage someone to pursue 
a career in clerical task or a nursing field?
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The Human Brain

• We’ve learned more about the brain in the last 5 years 
than we have learned in the last 5000 years!

• It controls every aspect of our lives, but we still don’t 
understand exactly how it works.

41
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The Brain on Pattern Recognition

• Airplane, Cat, Car, Dog

http://thebraingeek.blogspot.com/
2012/08/blindsight.html

STL-10 dataset

42
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The Brain on Pattern Recognition

Despite Changes in Deformation:

43
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The Brain on Pattern Recognition

Despite Changes in Occlusion:

44
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The Brain on Pattern Recognition

Despite Changes in Size, Pose, Angle:

Tardar Sauce “Grumpy Cat”

45
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The Brain on Pattern Recognition

Despite Changes in Background Clutter:

46
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The Brain on Pattern Recognition

Despite Changes in Class Variation…

47



19

R, Ptucha ‘19 48

Teaching Computers to See

• It took evolution 540M years 
to develop the marvel of the 
eye-brain.

• Lets say a child collects a new image
every 200msec.

• By age 3, this child has processed 
over 250M images.

5 𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖/𝑠𝑠𝑠𝑠𝑠𝑠 60𝑠𝑠𝑠𝑠𝑠𝑠/𝑚𝑚𝑚𝑚𝑚𝑚 60𝑚𝑚𝑚𝑚𝑚𝑚/ℎ𝑟𝑟 12ℎ𝑟𝑟/𝑑𝑑𝑑𝑑𝑑𝑑 365𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑/𝑦𝑦𝑦𝑦 3𝑦𝑦𝑦𝑦𝑦𝑦 = 236𝑀𝑀

• Today’s computers can do this in a few days…
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Neural Nets on Pattern Recognition

• Instead of trying to code simple intuitions/rules 
on what makes an airplane, car, cat, and dog…

• We feed neural networks a large number of 
training samples, and it will automatically learn 
the rules!

• Lets take a glimpse into the magic behind this!

49
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Artificial Neuron

g ( )…
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⋮
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dendrites

Axons

…

Note, x0 is the bias unit, x0=1

Activation function
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Artificial Neural 
Networks

• Artificial Neural 
Network (ANN) –
A network of 
interconnected 
artificial neurons 
that “mimic” the 
properties of a 
biological network 
of neurons.

Input

Hidden

Output

51
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4-Layer ANN Fully Connected 
Topology

   

    
  

Backpropagation (~1985) uses =>
=?

for learning
Learning happens in the weights- each line is a weight.

Input Layer

…

A 20x20 image would 
have 400 input nodes

Hidden Layer 1

…

a
nodes

Hidden Layer 2

…
b

nodes

Output Layer

C nodes, where 
C is the number 

of classes

… D1

D2

D3

DC

… …

…
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Question 3

• Do artificial neurons faithfully mimic real 
neurons in the brain?

53
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Convolutional Neural Networks

• Apply FIR convolution 
filters to image.

• Learn weights of filters!

input

output

3×3 filter 
sliding over 
input image

https://github.com/vdumoulin/conv_arithmetic

Ranzato CVPR’14
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Many Flavors of CNNs…

LeNet-5, LeCun 1989 AlexNet, Krizhevsky 2012

VGGNet, Simonyan 2014 GoogLeNet (Inception), Szegedy 2014

ResNet, He 2015 DenseNet, Huang 2017

55
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Max Pooling- Reducing the Size of 
an Image

cs321n, Karpathy, Li
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Convolution Neural Network (CNN) 
Building Block

Image

Pooling

Convolution

Deng ICML ‘14

57
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Putting it All Together

Whole System

Convolution Pooling
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Question 4:

• What are the two key building blocks in a 
convolutional neural network?

62
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CNN Visualization

Zeiler, Fergus, 2014
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CNN Visualization

Zeiler, Fergus, 2014

64



26

R, Ptucha ‘19 65

CNN Visualization

!"#$%&'(&#")%&*+'#(,-'&./0,#"/1#(/23*%&4/0(/""%&5678)

• We can compute the partial derivative of input pixels 
with respect to a cost. 

• Start with random noise, pretrained network, then 
iteratively tweak the input as we minimize our cost.

Initial 4 iterations 48 iterations 2048 iterations

Google Inception v1: layer mixed4a, unit 11
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CNN Visualization

!"#$%&'(&#")%&*+'#(,-'&./0,#"/1#(/23*%&4/0(/""%&5678)

• Can modify the objective to get different types 
of insight to what the CNN is responding to.

n layer index
x,y spatial position
z channel index
k class index

66



27

R, Ptucha ‘19 67

Interrogate a network with 
different gradients

Inceptionism: Going Deeper into Neural Networks
A. Mordvintsev, C. Olah and M. Tyka (2015)

Start with any image, then when do back prop, 
use GT label of say a dog, then instead of 
updating the model weights, update the pixels in 
the image.

67
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Inceptionism: Going Deeper into Neural Networks
A. Mordvintsev, C. Olah and M. Tyka (2015)

Then iteratively keep updating pixels 
with dog GT label….eventually, the 
image will start to “look” like a dog

Delta is the difference between logits and 
one-hot encoding of dog.   After backprop, 
the next time you pass in the image, it will 
be closer to being classified as a dog! 

Interrogate a network with 
different gradients

68
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A. Mordvintsev, C. Olah and M. Tyka, 
http://googleresearch.blogspot.com/2015/06/inceptionism-going-deeper-into-neural.html
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Classification   vs. 
Classification + Localization

CAT

(CAT,x,y,w,h)

Classification 
Input: Image
Output: Class label
Evaluation metric: Accuracy

Classification + 
Localization 

Input: Image
Output: Class label, Box 
coordinates
Evaluation metric: 
Intersection over Union (IoU)
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Localization

• Facial feature 
points

ptucha

Each face has 68 points, 
so CNN would output:

Face?
pt1X
pt1Y
pt2X
pt2Y
.
.
.
pt68X
pt68Y

137 outputs

Of course, 
need GT for 
thousands of 
faces to train 
model.

75
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Can do same with Body Pose…

Pishchulin et al. CVPR’16
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YOLO V3
https://arxiv.org/abs/1804.02767, 2018

The linked 
image cannot 
be displayed.  
The file may 
have been 
moved, 
renamed, or 
deleted. Verify 
that the link 
points to the 
correct file and 
location.

The linked 
image cannot 
be displayed.  
The file may 
have been 
moved, 
renamed, or 
deleted. Verify 
that the link 
points to the 
correct file and 
location.

The linked 
image cannot 
be displayed.  
The file may 
have been 
moved, 
renamed  or 

  
   

   
   

https://syncedreview.com/2018/03/27/the-yolov3-object-detection-network-is-fast/
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FAIR Mask R-CNN, COCO + Places Workshop, ICCV 2017

Mask R-CNN
https://arxiv.org/pdf/1703.06870.pdf
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Recurrent Applications

Donahue, et al., 2015Karpathy, Fei-Fei, 2015

83
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Recurrent Applications

Socherr PhD Thesis 2014

Sutskever et al., 2014

Top is input, 
rest are 
generated

English to French translator

Graves 2014

Predicted

Truth

A B C <EOS>

W X Y Z <EOS>

ZYXW

English Words

French Words
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AI vs. IA

https://www.statista.com/statistics/672712/ai-funding-united-states/

AI Funding in USA

M
illi
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• Artificial Intelligence (AI) is the subject of developing 
machines that can think, act, or reason like humans.

• Intelligent Augmentation 
(IA) is the subject of 
enhancing human 
abilities- making us 
faster, smarter, more 
efficient.

• Central to this is the 
exponential growth in 
deep learning the past 
few years.
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AI in Healthcare
• IBM’s Watson became famous for beating 

Dave Jennings in Jeopardy in 2011.
• Since IBM has poured almost $4B into 

dedicating Watson towards healthcare.
• After some small initial success, IBM has 

found that currently, the best Watson can do is help with 
basic diagnosis.

• Jeopardy is structured, healthcare is complex.
• AI is still hoped to move medicine into a golden age, but 

perhaps slower than anticipated.
• For now, we stick with targeted tasks, something AI is 

good at!

89
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IA vs AI Examples

https://www.cbinsights.com/blog/ai-vs-intelligence-augmentation-applications/

Intelligent 
Augmentation

Artificial Intelligence

Enterprise • Automate mundane tasks
• Virtual assistants
• AR glasses for workers, 

doctors, repair 

• Machines perform tasks 
better and faster than 
humans

Autonomous 
Vehicles

• Highway assist
• Campus/controlled driving
• Humans take over for 

exceptions

• All vehicles autonomous
• Illegal to drive own car

Robots/Industrial
IoT

• Collaborative robots work 
with humans for hard, 
unsafe, or repetitive

• Efficient and safer 
factories

• Fully automated factories
• All humans replaced by 

robots on factory floor

Drones • Intelligent, but with human 
overseeing drones for 
inspections (cell towers, 
remote locations)

• Drones don’t require human 
supervision

91
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An engineer over estimates what she can do in 5 years 
and under estimates what she can do in 20 years…

https://www.cbinsights.com/blog/ai-vs-intelligence-augmentation-applications/

The impact of IA (human-enhancing automation using deep learning 
and other machine learning techniques) would be bigger in the 
medium term than most think, while full automation is further away 
than some recent reporting might indicate

92
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Hot AI Fields

• AI has survived several winters and perhaps is 
well into its eternal spring.

• Speech recognition (phones, AI assistants, 
smart homes/cars, …)
– NY Times Google Translate article:
– https://www.nytimes.com/2016/12/14/magazine/the-great-ai-awakening.html

• Computer vision- autonomous driving, military, 
face recognition 

• Cyber security, financial forecasting
• Healthcare- radiology, complex diagnosis, drug 

development

94
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AI Impact on Jobs

• The speed of current AI 
breakthroughs has no historical precedent, 
disrupting almost every industry.

• 40% of jobs may be significantly impacted 
by AI and automation in 15 years1. 

• Businesses who adapt faster will survive.
• In short-term, AI is creating more jobs than 

replacing, due to the need for AI 
development and monitoring.

1 Kai-Fu Lee, “AI Superpowers"

95
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Speech is 3x faster than typing for English 
and Mandarin text entry on mobile devices
http://hci.stanford.edu/research/speech/index.html

• With speech recognition, the English
input rate was 3.0x faster, and the 
Mandarin Chinese input rate 2.8x 
faster, than a state-of-the-art 
smartphone keyboard. 
• With speech, the English error rate was 20.4% lower, 

and Mandarin error rate 63.4% lower, than the 
keyboard. 
• Experiments were carried out using Baidu's Deep 

Speech 2, a deep learning-based speech recognition 
system, and the built-in Qwerty or Pinyin (Mandarin) 
Apple iOS keyboards. 
• DL can also do language translation.

96
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AI Assistants

• The success of Apple’s Siri has inspired a flurry 
of research into personal assistants.

• Google Home Hub, Amazon Echo Show, and 
Facebook Portal were some of the hottest 2018 
Christmas gifts!

• Baidu’s AI Personal Assistant, Duer, can book 
restaurants, order takeout, and even did 
commentary on the Olympic basketball games!

• Microsoft’s Cortana via Bing Predicts was able to 
pick the winner of USA National Football Games 
65% of the time in the 2018 season.

97
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Emotional AI

• Next generation AI software will 
not only be able to recognize 
humans from video (i.e. face recognition) and audio 
(i.e. speech recognition), but will be able to recognize 
human emotion.
• Cues in audio and/or video will be used to recognize 

anger, confusion, happiness, surprise.
• Chatbots, Go Google, Siri and personal assistants are 

developing emotional understanding.
• Devices will know when to apologize, slow down, speed 

up, re-explain, rejoice with human, and exhibit more 
human-like properties.

98
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Smart Homes

• Sensors and devices
placed around the 
house enable monitoring and 
control from smart phone.

• Home security systems, solar power 
generation, entertainment systems 
perhaps the three biggest markets.

• Whole house AI systems interact 
with occupants- voice and vision HCI 
provide efficient and intuitive 
interfaces.

99
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Smart Health Mirror

• Computer vision techniques can 
visually detect pulse.

• (shift in R vs. B at 60Hz)
• New techniques will be able to warn consumers of 

cardiovascular diseases such as stroke and heart 
disease.

• Monitor facial features for stress, anxiety
• Weight estimation
• Look at blood oxygen levels by looking at R vs IR 

spectrum
• Gas sensors can analyze your breath

Wize mirror
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Smart Toilet Seat

• Developed at RIT, the fully integrated
toilet seat measures patients 
electrocardiogram (ECG), 
ballistocardiogram (BCG), and 
photoplyethysmogram (PCG).
• Used to calculate heart rate, respiration, QT interval, QRS 

duration, blood oxygen, pulse transit time, pulse wave 
velocity, and blood pressure.

• Captured signals are automatically analyzed, uploaded 
to cloud for physician analysys.
• Enables a broad range of clinically relevant and 

predictive capabilities.
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Question 5

• Do we know what technologies will help us 
make the leap from intelligent 
augmentation to artificial intelligence? 

102
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Andrew Ng, 2017
https://www.deeplearning.ai/

Deep Learning Specialization,
Five courses:
1. Neural Networks and Deep Learning
2. Improving Deep Neural Networks
3. Structured Machine Learning Projects
4. Convolutional Neural Networks
5. Sequence Models

103
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Li, Johnson, Yeung 2017
http://cs231n.stanford.edu/ l
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Machine Intelligence and Deep Learning
Workshop for Practitioners

June 12-14, 2019, RIT Campus

Day 1: Intro to Machine Learning; Hands-on: Python
Day 2: Convolutional Neural Networks: Hands-on CNNs
Day 3: Recurrent Neural Networks: Hands-on RNNs

For more information and to register, please visit
www.rit.edu/kgcoe/cqas/machinelearning

or contact us at cqas@rit.edu

105



41

R, Ptucha ‘19 106

Thank you!!
Ray Ptucha

rwpeec@rit.edu

https://www.rit.edu/mil 
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